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- Longer cache retention improves reuse opportunities, but rapidly expands the KV working set
beyond HBM/DRAM capacity.

= Production LLM services are moving KV caches to storage.
- OpenAl: GPU + CPU RAM + Storage - Google Cloud: GPU + CPU RAM + Storage
- DeepSeek: GPU + Storage

s

Increasing bandwidth
Ayoedes pue ‘fouae|
‘L1 Buiseanu)

Size: 10,000x
Remote Storage Latency: 3-10ms
TTL: Hours y

Server Memory Hierarchy
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« Production LLM services retain cached prefixes to maximize reuse.
- Anthropic provides 5-minute and 1-hour cache Time-to-Live (TTL) options.
- OpenAl supports extended prompt caching with a TTL of up to 24 hours.
- Longer TTL = More reusable KV states = Larger KV working set.

Hierarchical Prompt Cache Working Set*
= KV caches are primarily stored in GPU HBM and host DRAM. = HBM/DRAM capacity is insufficient for 10-minute KV cache
= Excess KV caches are offloaded to SSDs. retention in chat workloads.
- = For Qwen3-14B (BF16), a 10-minute TTL requires up to ~781GB
HBM: 140 GB ) of KV cache capacity per GPU.

| (Model Size: 50GB) Offloading KV £ pacity pel
- Overflow to DRAM D 100

JRTRIRTRIR ;
! DRAM: 375 GB S

Overflow to SSD

E'ﬂ SSD: 1~10TB

Time Window

o 58" | 2026 T : Scaling Innovation for the Al Era.

> 3 ..

2 : KV cache T{EERBRMIZE - £ : 9B IME > HBM 140GB » DRAM 375GB » #BHZE @ HZE SSD (1—10TB) - A& : Qwen3-
14B LA 10 288 TTL » BEFHKH 348GB i€ ~ IE{E4 781GB > 8 HBM £ DRAM HIEB D &7 SSD °
IRiJE : OCP 2026 » SK hynix 8% (Storage as a Performance Tier for LLM Serving) ; #E{E » O AE 188 -

EXRUEARRE - BERENEAE

T FEEEIS (o

Marvell G1 GPU HBM ; G1.5 B RRE4IE (PFMA) ; G2 Z#t DRAM FRE D B E R
(1—2TB) ; G2.5 CXL #iEscIEEE (8+ TB~ 8HE ns) ; G3 &
# SSD ; G3.5 BMAEIRET ; G4 HE=EWH / EE (HF TB)

SK hynix & A AIREY « DRAM ~ A% SSD - &7 IpE (B 1) M TTL BD

Samsung (KX B (JEIE session : HBM / Z&#% DRAM / CXL) i (system FRIGR - BT O ML
Al 15R) prompt ~ ZEWEL) 2 (X 2XE : B / ¥M4)

Samsung (2030 LO SRAM * L0.5 zHBM / 3D DRAM ~ L1 HBMS5 ~ 1.5 &2 FES > B (8 9 B)
FES) HBM - L2 LPDDR / SOCAMM ~ L2.5 CXL it / zZNAND-O ~ L3 KV

SSD + L3.5 ZK#488& SSD * L4 TLC / QLC SSD

Micron N TRERE) B ERE) WRHER KV #E B AEEREM

SEEBEMETAR

Micron HYiEELS H—E% NAND B2 SSD REEMIZER : KV HEENARERRTABIEEELH > MEA
F94& o £ Llama 3-70B ~ GH200 IR E T * D=4 400GB £ EARBITERF ; WITHH 53 64 F - FE
KV TEERBBRE  BNERXRER BFEE (TTFT) 27 - 05550 ERIFAENSE] SNRENX
I ; SKEHWCIERRE > hAREELEEWMITE TRM -



Concurrency turns reuse into a scaling problem

"
Observations Llama3-70B, kv-tier=B00GB, isl/osi=30K/128

» Effective reuse remains near 100% while the 100,000

reusable working set fits within available capacity.

-

10,000

s Proposed Framework - TTFT ms
1,000

» Increasing concurrency expands the active KV 05
: R 100
working set and eventually exhausts memory g
capacity. 0
0 1
» Once the capacity threshold is crossed, effective 1 4 8 15 32 &
reuse collapses and TTFT increases sharply. il

mm Hardware Ex - TTFT ms

Effective Reuse Rate

=*=proposed Framework - Effective Reuse
Rate

Time To First Token (ms, log)

A memory tier sufficient today may fail at production concurrency.
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+ Memory-centric Al Rack System (MARS): A disaggregated rack-scale memory system that coordinates compute and memory as a
shared infrastructure

RDMA
Network Sredm_ Network Switch Network Switch
f {
= GPU Se+er GPU Server CPU Server Memory Paol
{CHL/CXL Hybrid Memary )
=™ GPU Server GPU Server CPU Server
“ee e
-
5> GPU Server GPU Server CPU Server W .hlol_e.mcry Ppol
HCXL/CXL Hybrid Memary)
ee wee e e
Memory Pool Memory Pool Memory Pool Memary Pool
(CXL Memory) [CHL Memory) (CHL Memory) {CXL/CXL Hybrid Memary)
GPU Rack GPU Rack CPU Rack Memory Rack
In RACK : CXL

Inter Compute RACK and Memory RACK : RDMA
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+ Multi-turn agentic Al services cause KV cache to explode, exhausting GPU memory and stalling systems

» Fully manage KV cache in a memory pool can increase system throughput and provide reliable Time-to-First-Token (TTFT)

478.11
| __IBF
Network Switch Network Switch 400 A"'
EZZA Average
GPU Server
259.03
Memory Pool
[CHL/CHL Hybrid Memory) = e
GPU Server g 136.95 122.90
B0.76
b7
. % 33.56 p—
P 5 15.45
Z4 V77 s V77707
GPU Server Remote SS0  Remote CXL Hybric 2 e CXL DDR
GPU Rack

3.5-5.2x improvement in TTFT over re-computation

81257 | 2026 < == rem-mm——————‘-  Ccaling INnovation for the Al Era.
- 23 : - v g - .. -" -

+ |m - - -

5 : MARS #J KV cache INREL TTFT &R (BHA) - MWAEM - F5E (RIEHE) /BinE (B4) : 28 80.76 /478.11 ; i&ls
SSD 33.56 / 259.03 ; i&if CXL JR& 21.92 /136.95 ; &l CXL DDR 15.45 / 122.90 - f§#RIZ B EHNE 3.5—5.2 15 - HEI LIRS
fic B ERARH,

3R - OCP 2026 » SK hynix 5% (Introduction to Memory—centric Al Rack System (MARS))



=XERH

173 .
g :

HE—¥ > BFATELE
TRIESBEAGRLS - SHIMMEE  FEREER - Z15HBET

& REEEREAE - B EREHAELEL -

=1

FIRIBR

1EE /

&R KV HHEBEASERHRE (Z5REEALERE)

FEN&ELEI CXL ;B EHE T RDMA]

OEmEE

SK hynix
MARS

Samsung ft
BRXDE

Samsung 5

RRACIEEE

Marvell

SK hynix &
HHEM

SK hynix fi#
=15

Micron

Meta BB

AE)

FFIZIRIN

AR A EA—IHAE CXL N EEBHA  SK hynix MARS % ME 28

o

o Et Meta 2

ZiwE context » #&HY
RE

HEBAN / REEFESRE

EZ

vLLM E38I

Llama-3.1-8B

Imbench &4/
% > &8 16 users

225 Arcee RSt
PN

Qwen3-14B : 100%
Erlaski - %3
ShareGPT

Llama3-70B > E A /
#E 30K /128

B ARE

CXL E#n
Blackwell GPU
(POC)

CMM-D ittt »
10—80TB *
782GB/s

H200 +
Structera A

2 Structera
CXL

H100 + Gen5
NVMe ; vLLM +
LMCache

GH200 (%#1%)

GPU BE

RDMA

ReF

HBM &8

Mooncake

CiEES
(DRAM)

ERE 0131

CXL BL# > (BAEAST LLM KV

Meta FEBIRM T ORNEERRA  CXL D BRBEREEKEKEA > ANBERTEEEE » BmRIIEHNE
BETNEEHEEITL +25% (BERRHE 5-10 &)
executor Bl +25% ~ HE#EES VM B +33% (#X -15%)
+12% ° AL CXL FRA ~ R ~ o B BRE - Wl AR EHERTERECNIREEER (RBUEX AR
FCXL AJ&3E | W358 » A2 TCXL B LLM KV cache) K355 -

TTFT F45 80.76 MEE
15.45 # (CXL DDR) ; &=l
SSD 33.56 ) ;

TTFT 650ms f&Z 200ms ;
Bt 7 #ZE 14 req/s

TTFT B& 38% ~ &I+ 3.2 1% ;
CMM-D 1ERE(E TPS 5.6 5
(1&g GPU)

TTFT 5,933ms (EH) /
4,243ms (SSD) /2,162ms
(DRAM) /1,199ms
(Structera A) ; &t
31,394 / 44,318 / 80,813 /
139,497 tok/s

TTFT 398ms ¥f 709ms ;
E2E 2,084ms #} 4,766ms

SSD KREBIEACIERE 1.26—
1.92 & ; FTERRE 1.07—
114 12

TTFT % 60.10 ¥R ZE 5.77
) ; B2 400GB AEERFN

BE 2192 ¥

BUST ; F19
B EinmE SR

ThFER; &
% 25 &1 &
HEENEK
8RR
MERRE

TRFER > ER
ReF

INMERIEERE B
HAER

R FR
1.4x > BiE F48
HEAT (BRE
3 B)

EEH92 SSD ¥
DRAM > 75 & Ed
EFIRE

BEAER - 5D
HEEE

RN RINFEEERNLEE -29% - ENER#EA
ML 2HERBEKRBH -25% BEMI

; SK hynix CMM-Ax £

Niagara 2.0 &R/ ; Samsung #J CMM-D MD310 "J{£&F POC » MD320 (LPDDR #) Bi#EH > 2027 &R
At (20TB ~ &S 5TB/s) =EEARE - CXL itIRRER %A POC BiE, -

BE&



CXL JAEH : MR Rem AR AR

SK hynix BRNEBMHATIMGRGRES - CXL SEEELN HBM B Marvell B (Llama-3.1-8B ~ B35k H200) : CXL & 139k
0.2% > BEHEIF#ET HBM EEXBE BRI - tok/s ¥ DRAM 81k tok/s ; Samsung 2030 FES EFRE
CXL ittt (L2.5) B34 HBM (L1.5) -

FIFE : MBUE > AEERTE - BREEUS=2HNBXRR:E > MIFEE ; BAFR{H%A CXL 2.0/ PCle 5.0 (E-F#%) 200GB/s #4& > 1l
CMM-Ax 3.0) ° Marvell &ERZ 8B /VER ~ BRI RE B -

I 3 AECIEREEE : fEith A KV iE#IZEL tokenization

CXL it R R 2HWENRBE - SK hynix B CMM-Ax 3.0 IEEEECIEREE : CXL 2.0 Type 3 fin PCle 5.0
x16 ~ 512GB DDR5-6400 (% 200GB/s) - 16 28 Arm Neoverse V2 #Zi[) > ifii2{i Attention AP| » @ ==
”*mgiﬁ - BEE(FEF Marvell B9 Structera CXL ##Hl83 > MUERIE KV S BGE M « FRIE (prefill) PEEREE
R—E > MIEZETE KV B CXL it - B CMM-Ax 7Et A —BEERETD CEHEEM KV &3|) ; Bi5
P& Ex,\ﬁ% ERRZRS| (a0 {1, 4, 5, 6}) EED KV BXE GPU » 5% KV BTEMR -

+ Overlap the next layer’s prefill computation with KV cache transfer and pool-side compression.
*« CMM-Ax runs RocketKV Stage 1 and selects KV indices for each layer.

Layer L+1 compute overlaps layer L offloading Time
Prefill GPU Prefill layer L Prefill layer L+1 Prefill layer L+2
Transfer to Full KV cache (L) Full KV cache (L+1)
CXL pooled memory Last query block Last query block
CMM-Ax | KV cache scoring | KV cache scoring |
Stage 1 (scoring) | Layer (L) | | Layer (L+1)

Later: Decode fetches KV with the selected indices

CXL pool Decode GPU

in  GPUs provides what benefits? Selected indices i"‘:f\:f'fi:‘;?d: HBM: selected KV cache

nn-nnnq w456  |—— I IEE HEE I

Full KV stays in the pool
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- Overlap the next layer’s prefill computation with KV cache transfer and pool-side compression. (with Structera CXL)
+ CMM-Ax runs RocketKV Stage 1 and selects KV indices for each layer.
1.4x TTFT improvement and 2.29x E2E Latency improvement over Mooncake (Arcee trace)

Opus-4.5 trace runtime comparison ARCEE trace runtime comparison

Latency Comparison (mean, ms) Latency Comparison (mean, ms) — lower is better
TFT E2E Request Latency TTET E2E Request Latency

442641 ) L I 1 434584

Scaling Innovation for the Al Era.
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- SSD-backed prompt caching generates heavy write traffic from continuous KV cache writes.
- With Qwen3-14B, write traffic can reach up to ~57.5TB/day per GPU.
» Some enterprise SSDs cannot meet the required Drive Writes Per Day.

» Endurance-aware SSD selection and design are essential for sustainable deployment.

Daily Write Traffic (57.5TB)

Minimum SSD Capacity
To Satisfy Endurance
Constraints

Cbound (TB)

8.8_-_'{-.: k ZNS s Reduced Capacity
. %" Bounds Achieved by
0 25 B0 75 10 0 25 5D 75 100 OP and ZNS
Daily Write Volume (TB) Daily Write Volume (TB)
(b) TLC (c) QLC
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Drive-managed placement Host-directed placement

-

Application Application
writes camy no placement hints tags each write: hot / warm / cold
’
Block layer NVMe write command
lifetime information is lost in the stack placement 1D rides along (dtype = 2)
~\ g m
SSD controller SSD controller
packs writes into open blocks; guesses grouping assign each Placement D to its own reclaim unit
J \
- ™~

inside the drive inside the drive

H EEEE B
reclaim wnil Wil
o . cold D inw ind
. cold D alid al J _J
} L
Garbage collection Host deallocates
copies live pages out before erasing frees a whole reclaim unit at once
WAF 1 tail latency 1 endurance | WAF | steady latency endurance 1
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AEWIERATS R4Eam © SSD B FATE NAND B2 » M TH#AEE QLC &8 KV B A2, ° FDP/ZNS

/ Placement ID $EEB D HEH SSD ZHIZRMEI FHEREREIEENT ; $HEFIZRBMS - FEEIE LI IEH
GC / WAF ZHAIEES > SEBEABRAL eSSD HIRIEFIE (Meta FRREE KB AILIZAE(LIREE) - B
Samsung (PM17xx BZR#ZEH28) B SK hynix ZEBEE > IMNIEHIRBIOEE T EEIE=KE NAND HNEFiHK
— AR > BRI ECIIEHIZIM -

| 5 HBF HRE

HBF (High Bandwidth Flash) & NAND #%/\&ii (F§#REAIU/E) &7E Base / Logic Die t » BlIRIEERIIHE
BEFRNEL > BREZMA HBM —M3EE ~ 49 10 ESNBE » # HBM Bl eSSD ZEIKYERO © SK hynix M+
ROKIEER : 88 0.5 1~ B2 14 & (HBF & 3TB ¥J Base & 288GB) - SfiststsE 3.7 1€ ; eSSD Bl A&4R
BV 0.1 12 « BEAR 500 g ~ STTAERE 6.9 15 -



« HBF provides x1/2 Bandwidth and x10 Capacity of HBM to break the Capacity Wall

iIm

—+ Batch

A

Uama 3 708 DeepSeck R1671B
{1 card) (8 cards, Expert parallelism 8}

> .

10 : HBF Ei8BSERAE tokens ¥R A I - & : HBF AIU/E NAND Core E7£ Base / Logic Die » BIRIESS (xPU) HERFN
B - 1 : HBF 7E#t=R 8 EIE{EL) 19M tokens/user (R 1 BEME) > #EIR 16 49 OM ~ LR 64 49 1.2M - BSH Base ; sFic Base F
288GB * HBF & 3TB ; Llama 3 70B B - DeepSeek R1671B /\k -

IiE : OCP 2026 » SK hynix B (Introduction to Memory-centric Al Rack System (MARS)) ; FREG&EEHE -

HBF Introduction @sanDisk Mou Consortium Kickoff HBF Cube

SanDisk 2 Consortium F HBF Cube
[s] Public Releas 1.0R TBD
HBF Introduction MO Sgned Kick-off w/ Spec a PRI SERa SpecL0Release Available
@] 0] O 0] (@] (@]
25.2 258 262 26.7 “27.1 [Expected) 28.1Q

OcCP
SPEC
RELEASED

@ Collaboration with partners

v 0.7 Public Release 4 HBF Product

2 UE..F | 2026 =

. -

11 : HBF 1Z#EE AR ARFIE - 2025 & 2 A SanDisk #3& HBF ; 2025 & 8 H SK hynix B SanDisk % MOU ; 2026 & 2 A OCP i
BRE) (& Spec a: #ZR SK hynix ~ SanDisk » Google * Tenstorrent) ; 2026 & 7 B v0.7 Ak ({&mx MB#E) ) ;2027 %1 A
Spec 1.0 (FEHH) ; 2028 %% 1 ZF HBF Cube AIE{E °

3R - OCP 2026 » SK hynix 5% (Introduction to Memory—centric Al Rack System (MARS))



| THES R 2027 BER
s LB SEE 2028 £2%

SK hynix %R : Spec 1.0 F8H§ 2027 &
1 B ~ HBF Cube 2028 F% 1 Z0EE

HBF #m / EERE

ABEMAUHEBRLER - HBM4 &9
36GB ¥ HBF # 512GB

SK hynix : £#% 14 £ (3TB &

ATE ¢ 1A 1.0 BtE
fn / Cube 2AEIEFR:R
2 ; DA SK hynix B%
24 TRIEVS) &
# > GS ARYEIRE
5 REE

HBREAFROER
B> RAIELE



I 6 X% HBM El base die 9T - HBM5 Ey#h

Marvell BsE#tE : HBM B8 XPU 4 30% HI&GTETE #8818 50% B9 XPU A - B % GPGPU / ASIC 19
IEEMN AL 60—80% - HBM4 B EMNER] 2048 it (32 @ 64 fiiti®@iE) - PHY EHiE ~ THEHE R
fii24% (beachfront) #RTEMCAR @ EBLERIBIBIERE—RIESE ; FILRFIMNERZIBEENHBRBMICIER /0 MIE
RZICN °

Why HBM crowds the die
* HBM4 doubles the interface to 2048 bits (32

HBM HBM : ;
. . x 64-bit channels)?, growing PHY area, power
2 3 and edge “beachfront.”
s b=
s . H * More HBM stacks compete with compute

HBM 2 Compute logic 2 HBM . ¥
e ~70% of die s logic for the same die edge.
I X
s s » Memory I/0, not the cores, increasingly limits
£ £ accelerator scaling.

HBM HBM

* At today’s memory price, memory BOM cost
> 60-80% in many GPGPU/ASICs.

Scaling Innovation for the Al Era.

| [ )

12 : HBM SRR EEL 30% ~ &5 XPU A8 50% ° mAaE (FFREEHl) : hRAEEEE (X 70% &f) - A% HBM PHY
fn controller » 4MAIE =%§ HBM o

RiE : OCP 2026 > Marvell #57% (Custom HBM as a System) ; F5smit » EEREEAAS| B DHTEIIRLE

=5 HBM (cHBM) HJEIRE : & PHY E controller #EZEHMH base die » FIEIINESZH 25% WEHE
BERZ4 30% EZHEHE ; KBSV ERREE D2D FFEEHEMN - RIEEFAHNFEEMATENER > R2E%E
AE > WIEFHEFE :

HBM HEf&StE Marvell : HBM PHY #i controller # = SemiAnalysis : Rubin #J 16% S&f @ $ISEEXRE (XPU B
5 XPU 30% EfE mE #8 vs RIESBH ~ PHY £3
BEAR) » AEHEES

=5 HBM HEEIE  Marvell : BEZZ[OIINL 25% Ei&E ECTC #X : host PHY @& -60%  -60% £ PHY &5 -
25% =EEFERN ; FNMEE

HBM5 #Ri& B1RFFE Marvell : &% 28Gbps ~ BH#EL BIE : 24—32Gbps ~ 2029 F=&E ~ BATER > W5 ; EEMN
100W - FARIRELY 2028 &F (8 BF 32Gbps # 90W ~ PHY HET& 14 BZE  AIE 2029 &AWPEN—
16 &) ZIR ; next—gen TS 8mm? 18
5.3—7.2TB/s (ZF3|H)



HBMS5 RYEAE T —EH#RE

Marvell 781t HBMS5 S &4 100W > REIE7E base die FH) D2D PHY ; THRZEEH 2021 £4 0.48
W/mm? F+%| 2026 FF&{H 1.25 W/mm? > 1/0 #B838 28Gbps AEFE(GH#BE 2.0 W/mm? (Marvell BfTHE » &
D) - BIEMEE A HBMAE 16Gbps #) 60W ~ HBM5 32Gbps £ 90W - MERHAKFREE4 > (BEEATE
Al - SEARRE PHY ZSMYEHERE : SK hynix 9 iHBM 7£ D2D PHY LAY (REIRIZRERFELIRE
30%) - EEEBBEEZORIESE=1] Heat Path Block °

« HBMS is projected at ~100 W per stack; the D2D PHY in the base die is its hottest spot
* HBM suppliers add a dedicated silicon heat path.

SK hynix iHBM HBMS5 + Heat Path Block (HPB)
Hotspot Overcoming s

cHBEM4 B-die

- [———
i, Thermal Dissipation I: i -
i ]
i

Core die stack

:

Silicon ICE in the D2D PHY: ~30% lower thermal resistance Silicon block beside the core-die stack pulls PHY heat to the cold plate

Images: SK hynix (left), industry mockup (right). Sources: SK hynix iHBM press release (May 26, 2026); HBMS HPB mockup, Hot Chips 2026.

o L JSO

& 13 : HBM5 #£ D2D PHY EFISFEREIRIE o £ : SK hynix iHBM ZIE » SoC £ HBM &7 D2D PHY L AAWIRERSR
(IZREAEAIFE 30%) ; 4 : HBMS5 /il Heat Path Block #&#8 » #Z/.0@ K& S N IRIE PHY BEE @)L - XF#E HBM5 % 100W /
#E > D2D PHY BRI, -

IRIE : OCP 2026 » Marvell 5% (Custom HBM as a System) ; EJf% SK hynix #EFREZER Hot Chips 2026 &8 » FERIME -

| 7 die-to-die Bl 3D B3 : BRE TS

E% HBM ZR2HRREZE base die BIBERKNZHERE - =K IP/ RRBREEER T2 IP BHUIE » R%E

EEN e

e Marvell : 3% UCle WiIE%A HBM RIFEHEERET > #H SBD (EFEM@) : &4 64Gbps ~ PHY HiE
% 156% ~ INFEZR S 756% (RERERE 42%) ~ BERR 7TB/s (#5185 2025 &F 8 AfEME) -

o BIE : £HBE GLink > 3% UCle &M ~ FIREIMNNFEELIE > SHISRAVEBEIZZE ; GLink-LL &
R 4—8Gbps » I}E 0.05—0.10 pJ/bit » #EIE 1—3ns * BER /R 1E-30 « RE CRC HEE#* -

o HEEF} : BIRHIX UCIe AE R Mlink fEXIEER die-to-die Hi&



+ UCle limitations
* UCle architecture is complicated — extra power and latency
* In most of use cases standard compliance is not required

 GLink-LL: low power & latency D2D

Speed 64Gbps 64Gbps 4-8Gbps

. MOderate bandW!dth Bump/Bond Pitch Standard package CoWoS" 45um CoWoSs® 35um

* Power <0.1 pJ/bit il slcccrieum
IP Depth 2mm 1.8mm 0.2-0.8mm

oo Latency. max 3nS |nC|Ud|ng CDC FIFO Trace Distance 25-40mm 2mm 0.4-1.0mm

« BER <1E_30’ no CRC and Retry required Edge BW Efficiency 0.37 TBps/mm 2.6 TBps/mm 0.3-0.6 TBps/mm
Area BW Efficiency 0.19 TBps/mm? 1.4 TBps/mm? 0.7 TBps/mm?
Power Efficiency 1.25 pJ/bit 0.75 pl/bit 0.05-0.10 pJ/bit
BER BER<1E-15 BER<1E-15 BER<1E-30
CRC+Retry CRC+Retry CRC+Retry Not required
Latency with FIFOs 10ns + Retry 10ns + Retry 1-3ns

257 | 2026 _— ;- rrt— .. Scaling Innovation for the Al Era.

o L JSO

14 : 2.5D SHIRITELLE (UCle-S / UCIe-A / GLink-LL) ° &% 64 /64 / 4—8Gbps ; (MIRMEEE 110um / CoWoS 45um / CoWoS
35um Bl SolC-X-CH 6um ; B8 WX 0.37 /2.6 / 0.3—0.6 TBps/mm ; IhfE 1.25 / 0.75 / 0.05—0.10 pJ/bit ; BER 1E-15 / 1E-15
/ 1E-30 ; GLink-LL FRE CRC BiE3% > #Ei8 1—3ns (UCle % 10ns MEE) -

IRIE : OCP 2026 BIE (GUC) 1B (Scaling up Al Compute, Memory and Connectivity) ; BIEBTLEER - B IP EA1EM -
GLink-3D A @ * BIEFH M : 1.0 (DDR > N6 / N5 » 0.2 pJ/bit » 9 Tbps/mm?) ~ 2.0 (N2P » 0.03
pJd/bit » 50 Tbps/mm?) ~ 2.1 (SDR > N3P /N5 > 40 Tbps/mm?) E1Z/ silicon proven » WHEEHRAREFE Al
ASIC (BEFKRER » EFBIERE) ;3.0 (N2P 80 Tbps/mm?) {HIEHITREER - (EE—H M tiE N2P 7l
AExaTHkEL > Tsilicon proven) WEEE B {R<FHE:E -

DRAM on Compute : {8 DRAM BHiEFEE RN L

BlE# — 442 DRAM on Compute Logic : HBM A EE# S (TCB) ff 3D # & > BFE4 20um

(HBM4E) » & TSV ZEERMIE bank 2= TSV ; DRAM on Loglc BIFRARE (5—8um RIEE) » N
HZEE®S 10—15 & > 818 bank BB U EERHE - BIRN T2XERTIE DRAM] #f T7XFH 16Gbps
HBMA4E ] L : 42858E 32 ¥} 24 TBps ~ #EiE 30 ¥ 200ns ~ Ih3E 0.5 ¥ 2.5 pJ/bit > BiLIBREZEE (MUE
110 ¥+ /8 310 MB/mm?) 8&{& « =58 125° C #f 95° C > HRAE B ARG HBM o



DRAM on COmpute LOgiC HBM Stacking: TCB

DRAM on Logic advantages: higher bandwidth, lower power and latency

HBM uses TCB 3D stacking with pitch ~20um (HBMA4E)
» Due to low TSV density HBM shares TSVs between banks

DRAM on Logic uses Hybrid Bonding (HB) 3D stacking with pitch 5-8um

« Interface is 10-15x denser, separate wide buses per every bank are used

* Maturity and cost

« HBM is cost efficient for its long term manufacturing and improvements DRAM on Logic Stacking:
« HB stacking is not widely used yet but there is strong dynamics of HB adoption Hytiidt Bauding (H8)
imim
| SULEL .
Total BW 32** TBps 24*** TBps TT T % .
Memory density 4 layers: 110 MB/mm? 12 layers: 310 MB/mm?

Latency* 30 ns 200 ns ‘il Illl. num
Power* 0.5 pl/bit 2.5 pl/bit !El lIII. DRAMS

Max temperature 125C 95C + 4+ 4+
* Including PHY and Controller  **Full reticle size 4 layer DRAM ***¥6xHBMAE at 16Gb POy

. ocPp

Scaling Innovation fd

* D .

15 : DRAM on Compute Logic 81 HBMAE LE# - 23 : 32 ¥ 24 TBps #24E= ~ 110 ¥ 310 MB/mm? ZE (HUEH+_/E) - 30
#} 200ns FEE ~ 0.5 ¥ 2.5 pJ/bit ~ 125 ¥ 95° C; AfflE TCB MMiRHE (L) ERSEEIE (F) -

iR : OCP 2026 > BIE (GUC) 5k (Scaling up Al Compute, Memory and Connectivity) ; BIEBTLEER » BELLBREERBHR
B -

BIRIS RS SMIRREAS : TSMC COUPE (HHFEE > CPO) J5|ZMAIFIMRIZE S CPO 1Y GPU £ E
¥ (188 LA R AyarLabs Ei4&5E wiwynn 1&/R) ; BAK System on Wafer (SoW) ——FR &EIKR 40 &
HERST ~ &% 64 $ HBMAE » TDP 20kW ~ IE{EHE 30kW - EMIEBRERERE » RIBREREFITE -



| 8 ERSL ASIC : BiERIMERE

HERNESHREEHEHRITERFARN—FEE - GHRAZREENHET © 2026 FERFOZEWRE M
Billion (USD) J #l#824% 2 Billion (USD) 1 ; TAM % 700—800 {837t » FEH 2028 #1845 2027 ;
S RITRAA™ & 15—20% - BFfEEMAIZI L 2026 F TEHEEESRET Q4 &1 » TF tape-out EiZhi% Intel
116 ~ TSMC N3P ~ N2P £ A14 (A14 7&7£ 2026 fHAHER#IFE) -

MediaTek Data Centered Solutions Overview

Strong Data Center Growth — A Breakout Year

2628 2027

$70B-$80B

15%-20%

16 : EERIE R OEILE TAM (ASIEER - 2F%UEIF) ° 2026 6 1 Billion (USD) #l#E24% 2 Billion (USD) ; TAM 700—
800 BT » FEIER 2028 #EIE -~ 244 2027 ; BRI 5 15%—20% ; EEARE - 35 - XPU « BEWR - IEREMIEERTE -
IRIE : OCP 2026 @ Ei3¥RH57 (The Silicon Heartbeat of the Al Economy) ; AT B iftHIFERl -



MediaTek Rack Solutions

SIC Compute
NVSwitch Tray

MediaTek ASIC OCP
compute tray with Ethernet

// Customer |P Interconnect and Ethernet
f st 3

et in MediaTek ASIC Switch partners

MEDINTEK

B 17 : BSRHSIEAR R (BRE) - L5 5MIE ASIC shell £##E : &F IP 9 NVLink C2C Chiplet fr » BBE&F IP 9 PCle / &K
MAEEHR 5 PRI%A TMediaTek ASIC EEFEEIN NVSwitch 15881 EMERRET > BA OCP EERBEB IARKEE ; AlARERTEHE
i

ZKE - OCP 2026 - EtE2Fl15% (The Silicon Heartbeat of the Al Economy) ; BmE @ BEFKRER -

1HH S ERFR R BTSSR E BIFR

2026 BEf}HOELIR 20 %5 (A 10 ELE) B/ Bit AS)BTER - JERIR ; (EF
fE ¥R _E A9 F ORI

BESER 2026 5% 4 EHE Bn/ Bit EERER ; ArlEIEE
EEFHEM

NVLink Fusion ASIC shell E%FE IP 19 NVLink C2C Chiplet g ASIC 4Msk B 2025 FAEE NVIDIA &1E ; FEETE

B R ERE ASIC #8818 NVSwitch 18 EE ; AT HERTE S Br BmE - JERTE ; BESE (RS

MR RHEE WREAEA > RE TSR

7RJ

E S SRAM + LPDDR / GDDR ~ iFiC|BR2EE  i@%mE Bm BEHSIR > BEF HFE

% HBM -~ 3D ReiRRSHEE R LR

gi&E 2R UCle / Mlink ; # - 53R SerDes PCle 4 BT BAIE GLink » Marvell SBD #&4249
uLED ; #RHMZK4FEE SerDes ~ CPC #2538 CPO I}

HAESE JARIRMEERMAE (SR - DTCO ~ CPO ~ EEFIE MERE M
SoW)

—IEAR S| BIERIE
ESHHRES @M THiEER 3.5D 49 10 {8 die-to-die BERU - AHRECEMBERIGIAIE 1112 B » R
7 RAEAEFEGREESIA - ERCHOMEMAIR -



I 9 Samsung 2030 fEZ (%8)

Samsung BY 2030 F#HBEN P LOBERIE LMMBEERNE—RE : LO SRAM / zZHBM ~ L1 HBM5 / 3D
DRAM -~ L1.5 %&£ HBM L2 LPDDR / SOCAMM - L2.5 CXL 3t / zZNAND-O ~ L3 KV SSD + L3.5 ZXK#%
SSD ~ L4 TLC / QLC SSD > HELIE Memory Pod 1Z7E—F#E - =8 exabyte J3E zettabyte B - B2

ERES  BT#HASEBLEEARENER (FI L2.5 A E ns HH GB £ 1TB)  ERAFMNERR
BEIFEM, > EH LOS~ L2.5 EAEEIET - JRAKRER ERABVICCERBERITNZHE > FAUEFERR
2o A—XRATIMNERERERE (CMM-D - PM1763 / PM1773 ~ FDP  zZHBM ¥ HBM5 $8& 4—8 & « AE% 3
BHIRAEE) B 2027 & CXL {tiREGIMEESERL -

The Inference Centers of 2030

How Our Innovation Mcakes This Possible

Memory Bandwidth Management Across All
Layers of the Al Memory Hierarchy

Power, Cooling, Fiber |

Hardware Evolution Deployment Tradeoff

HBMS, SOCAMM and glass Memery-first architecture with
substrates create

memory tiers

Decision You Make Today

Prefill Pod MoE/Kemnel In-Network ESCP?}:'D( L
Pod Compute CPU/DRU

18 : Samsung 2030 #RE R APIOGIEEREE (F%) - L0—L4 BEHEFE Decode / Prefill / MoE / #WiEE / Recovery Pod ;
ATRINEBEILE  4HE - BENER ; EEA Al BRMENLIRERE -

iR - OCP 2026 » Samsung 5% (Inference Data Center 2030: Memory Pods Fabric with Rightsized Compute) ; fa& » #i§
& o
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IEE AT AR

RHEKEEE - 1T

e Marvell : FAIFEE% HBM /D2D IP (SBD) Ei CXL (Structera) KYfitfEZ - BABIE7E D2D B HBM N'E
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(Joohee Lee ~ Donguk Moon) ;
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System with Computational Shared Memory Pool) (Jongryool Kim)

e Samsung : (Tiering the Agent's Memory: From CXL Pooling to SSD-Backed KV Cache Offloading)

(RRBX > IkFEEEIE) ; (Keep Your Compute Running at Full Throttle with Highly Scalable

Memory) (ERIBR  FEEIE) ; (Inference Data Center 2030: Memory Pods Fabric with
Rightsized Compute)

e Marvell : (XPU Scale Composable Smart Memory Fabric) ; (Custom HBM as a System: Co-
designing the Base Die, Die-to-Die Power, and Package Thermals for Al Accelerators)

e Meta : (CXL in Hyperscale Environment: Fleet-Scale Challenges, Failure Modes & the Path to
Better Debuggability) ; (QLC @ Hyperscale)

e Micron : (Tiered Memory for LLM Inference — A Modeling Framework for KV-Cache Offload)

e AIE (GUC) : (Scaling up Al Compute, Memory and Connectivity)

o [iiZ%%] : (The Silicon Heartbeat of the Al Economy: The Efficiency Paradox in Next-Gen Data
Center Silicon)
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BEAF (EEEERl 3.5D AEEMERE) ~ SemiAnalysis (HBM EfEGEE) ~ k2 (BRI ES @) - UBS
(COUPE tape-out B5#2) ; ECTC X (host PHY &) -

BHREEM : Samsung MIBBEABR > BRER > BFRESEORTEEE > B9 JHREEREBEBEZ 5 SK hynix ©

Marvell ~ Meta * Micron ~ BIE ~ BiEE#l » Samsung 2030 I5RUBSHREE AL - B RI9INE LEHRER - E/EMKABESIA -



