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2.1 HrgEaEREHE

Helios @1 72 8 MI455X R A E —IERSIVEIERE R - AMD ATMMEIERES « FP4 2.9 EF ~ FP8 1.48
EF - HBM4 &£ 31 TB » HBM4 $8E 1.7 PB/s ~ scale-up $8& 260 TB/s » scale-out $8& 43 TB/s (9%
AMD #EOR)  FEMAREBIMBEESN 7,000 1% - E—EFILHBLN 160 % - AMD 578 tokens / EXNHRES
30% * DeepSeek R1 MLPerf 8 GPU 17,000 tokens/s (AMD B8l ~ offline :3E) * WM& EAMKE K -

AMD Helios™ Delivers
Leadership Rack-Scale Solution

COMPUTE MEMORY NETWORKING
# 2.9 Exa Flops FP4 # NT I # TB/
148 Exa Flops FP8 landwidth

DELIVERS

Up to 30% More Tokens/$ 17,000 tokens/s/GPU

On leading Al Models DeepSeek R1 Inference (MLPerf)
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Helios #J scale—up A ZXK&EE, AMD #J UALink = load/store (UALOE) : f§3REET 18 EEEIEHE 72 8
MI455X 4% 12 #8 Tomahawk 6 %% (f§¥R% TH6 » 512-lane) X3 HE » 2 GPU scale-up $8E 1.8 TB/s
B[ - AMD Z248ET (Steve Scott) THERE TRE%ERE2ER scale-up 2—1 *» ZHEEEANE « #BK scale-
up 13 ; BEFEARAAEM » hRIE MI500 - Broadcom EEXREEETME 5 KA L hyperscaler EfEH LXK scale-
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Helios Scale-up Pod Architecture

12 TH6 switches

(512-lane Switch)
Scale Up
Switch

Scale-up UALoE Network
1.8 TB/s/dir per GPU

72 UALoE
@ 2126

72 GPUs
18 Compute Trays

UAL
8@ 128G

Ethernet
4 @ 200G Shared Load/Store Access

Scale-Out Ethernet Network
Up to 2.4 Thys/dir per GPU Across Pod

. ocP

Scaling Innovation for the Al Era.
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2-2 : Helios scale-up pod #h## - 72 8 MI455X S 1E 18 EEE T » K258 scale-up RiFREE » SEFTESH EPYC 4
800GbE NIC FE scale-out ° & : "EIZRE GPU scale-out Fi& 2.4 Tb/s > BARI—fG#RME (1.6T plane ) HFER— > AI{E
AE|HE GPU AKSEE » {2k AMD #IEHEIZFE - ZF : OCP 2026 » AMD / HPE (Building Al Rack System with Open

Standards) -

Public

Multi-Plane Improves Redundancy & GPU Utilization

Port breakout to split 800G NIC into
Plane0 167 4x%200G, distributed over four
independent fabrics/planes
Packet spray & in-order delivery: achieve
non-blocking GPU bandwidth for large
clusters without a core layer
Highly available with better fault
isolation: Maximize GPU cluster scale at

lower cost

Fabric shuffler reduces the connectivity

complexity

® I" =+ - o

Scaling Innovation for the Al Era.
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3.1 Vera Rubin B8t
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HE 5 456° C R EHEIKE ; latch A& 6,000 BEECE D 5 HEMENN 100 FEH4H3E - MGX MEREN RS
BLRL M EIZEEML - #{E ODM & BERGETHIMA > FEIFthEE ODM ZREME=R(E=ER -

Announcing NVIDIA Contributes
3rd Generation MGX Specification to OCP

Cableless, Ligquid-Cooled Busbar In-tray MQD/MQDB
Hoseless Compute

Tray, .
=
= : )

5,000 amp capacity

Blind Mate

Manifold
45C Lk

Floating Blind Blind Mate
Mate Slide Rails
P MNVLinl

Rack Rear Rack Compute Tray
Reinforcements Extenders Bay System
0o Protec ranife ttings 1-
00 Ib. of steel suppart g Highl It

Switch Tray Compute Tray
Form Factor DC-5CM
1U LC: NVLink or Spectrum-X Fits 1RU form factor

2 NVIDIA

3-1: MGX 1.2 (=) ARBHHBIBEES - LA TTIEREY (BEEESE  REREE 5,000 amp ~ §flEE 45C »
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Announcing NVIDIA Vera CPU MGX

Cableless, Modular,
100% Liquid Cooled
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- »
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Faster assembly and easier tray servicing

BBulL DL LTichnobgies
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Inventec MITAC € msi

Vera MGX Rack
Shipping now
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Customizable across inference, agentic, storage, and more
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NVL576 Is Built for Breakthrough Scale and Efficiency
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NVLink 7 CPO
Switch Tray

Vera Rubin Ultra
Compute Tray
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Microsoft Maia 300 : Microsoft X3EE#E (BB AFE > BREWRRE  WAERFE—RKEL) B Maia
300 A 2026-10 3%k » #HHBAEHKEHRES 7 2 > Maia &4t 2027 FHEZEZ GW #EHE ; Maia 200 &I7
TR - LEEATISAATE Maia 300 2026 FEIBEH T EENFEABLA > ERAEFRGEFZHEE - Microsoft
EiH5E MRC (ZF¥EIK) THMERARKIEE 10 BFLA L GPU » Mt Diablo EH 2248 (£400V 5 800V)
B8 — BB T, -

Google TPU : Google 8y TPU X ESRIEMEETR TPU 8t B2 8i i? 2026 & ({£—1T7 > #EMRH) - Google B
B R FEMANIZXER LVDC (0—800V) EEBEIRE -

TPU Supercomputing

TPU v1 TPUV3 TPU v5e Trillium TPU 8t
2015 2020 2023 2024 & TPU 8'
I
Intemal inference Liquid cooled Purpose-built c ost-efficiency Exceptional performance &
accelerator 1k chips distribute d and performance for efficiency. Enabling the next 2 0 26
shared memory medium/large- frontier of Al models

[ @:8le training and inference .

? A E ™ =
i

[} L] [ ] e

TPU v2 TPU v4 TPU v5p Ironwood

2018 2022 2023 2025

Demain-specific Al Opticaly reconfigurable A powerful, scalable, and Over %k chips & designed
supercomputing 256 chips 3D Torus 4k chips with flexible Al accelerator to meat the growing
distributed shared memory distributed shared memaory demands of the most

complex thinking models

4-1: Google TPU tH{XEFRIEA - B 2015 & v1 = 2025 4 Ironwood (38 9,000 R H4EH) @ |A%4 2026 & TPU 8t B 8i 3K
J8 : OCP 2026 » Google (From Chip to Grid) -

Meta B R EEfE : Meta MISERET R RIE MTIA SESRA @ ANBEFRFILHER - Meta FIFEELL NVIDIA
B AMD F&AE » IiRA Spectrum-6 102.4T 323 ; Meta [BRFR Helios £ETZEMF -

Astera Labs R RIEHE : Astera I2H A PCle ZE R Orion #H#E (Scorpio X-Series 320 lane R i
22) > EEFPB® XPU - BHRIEZE 160 GPU ; HEHEITE 8 GPU ¥ BHBEBR MR\ R 2% 50% tokens/s
(Astera B3I -~ HEER4REL NVLink ~ UALInk ~ ZRK=M£IR4E7) » HR R REEFTIESRK -
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Compute Tray: PCle GPU Add-in Cards
.
A, Asseratats : . il
L]
corpio [
) ‘
Switch
T

Orion-FT
Fabric Tray: High-density scale-up

Scaling Innovation for the Al Era.
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4-2 : Astera Labs Scorpio X-Series £ Orion 1§ - £ A#IEERINBEZRE EEILEA CPU+GPU » B fabric £
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| # 5 = GW RERHD : Meta  Open DC HAERBRIEE

5.1 Meta : Prometheus £ Hyperion

Meta #& Prometheus & 1 GW U LHREHEEE > FSREXBENZRECE - BEBDOCEERE (BHRER
JEBEH 321 m Z 3,800 m) - ifilA Backend Aggregation (BAG) Z X super spine &% ; Hyperion #R&lxk
REFE 5 GW - FHEE Prometheus 4 MHEFE GPUL » 81 1GW HIERT > 5TARHEE » GPU 8R4 -
FEH -

Our Titan Al Training Clusters

PROMETHEUS HYPERION

1GW+ cluster 5 GW over the next few years

5-1: Meta Titan Al FIl4f#EEE - /£ Prometheus (1 1 GW+ cluster) %3 IR EMKFIEZEREE ; £%4 Hyperion (1 5 GW
over the next few years) HfTZE4H - 3R : OCP 2026 > Meta £ 5885 (Concrete to Code)

5.2 Open DC : 2027—2028 &3

Google » Meta * AMD ~ NVIDIA #£[E#E H Open DC #R#& (v0.7 EZE) : 2027 FE4R Peak IT ZEE 125
kKW/ft ~ && 12 MW TR ; 2028+ B1E 350 kW/ft (/R/Z 335) ~ &RE&E 24 MW {RiF ; #IEEE LR 8,000
B - BAIASRYIE > B Arista 8l## A Bechtolsheim IAETEETHY 10 kW/sqft BBZREEIE (BE—RE - EEE
TEE) EELRE > FE—BERTEELER -



Establishes a unified timeline target spanning hardware deployments from 2027
through 2028.

Metric Baseline 2027 Baseline Target 2028+ Target
. . 12 kW/ft 25 kW/ft

Blended DC Capacity Baseline 8 kW/ft Air-cooled 15 kW/ft Air-cooled

8kW/ft liquid-cooled 25 kW/ft liquid-cooled
. 125 kW/ft 350 kw/ft

Peak T Densiy 115 kW/ft liquid-cooled 335kW/ft Peak liquid-cooled

Cluster Size Baseline 1,2 MW 24 MW , _
Minimum threshold Preferred design baseline

Scaling Innovation for the Al Era.
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5-2 : Open DC ZEMBEREESRE - RSS2 1225 kW/ft ~ Peak IT 125—350 kW/ft ~ #£ 12 MW—24 MW (2027 4%t
2028+ BiZ) - BEZE > v1.0 KA HER ° 3RIJE : OCP 2026 » Google / AMD / Meta / NVIDIA (Next-Generation ML Infrastructure:
The Open DC Architecture) -

5.3 McKinsey : BAZ ! - BR[O BT HA

McKinsey FEffti 2030 FEZIKER AN IT EHFEKRERST / BEE / INRIBIRS 171/ 219 / 298 GW ; 2025—
2030 Bt EAL A US$7.3T (RRETEIEIEN 4.4T > HPEMRS: 3.5T ; AEJRAY 1.3T ; BiE4 1.0T ; BEN
06T OFRAZEEME - FEEEHEEEAXH) - EH 2030 FFK 121 GW - {#45 106 GW > FRO4Y 15
GW - lhAERRIEE » RS HHE—EENELRZE (U Meta FIEFE capex) MMFILEE - McKinsey T8
OCP 1Z#(br]#E%E 3—6 B A » BE—RIFRE -



Equipment lead times | Lead times have increased by 2-3x for critical
equipment (e.g., generators, chillers, etc.)

I NOT EXHAUSTIVE
Lead time of major data center critical equipment (in weeks) W 2019 M 2025 Generators and chillers have more
than tripled their lead times vs.
2019 (~100 and ~75 weeks,
Generator respectivel
.
upPs Lead times are longest for
colocation and enterprise data
centers that:
Transformer?* * Do notuse
standardized equipment
* Have no strategic
Switchboard supplier base
* Utilize project-based
procurement as opposed to
Chillers centralized/portfolio

procurement process

1. Medium Voltage
Source: Press search, Expert Interviews. McKinoey analyis

ocep

5-3 : FASRERA3THA > 2019 it 2025 & () - EEHHL 30100 ~ Jkki#4 20—+75 - 25 (FEE) 49 1530 ~ BEEZHELY
2033~ UPS #9 2428 - 1Zin%& TIEEEER, @ KEAWBEIESE - EXRFHHE McKinsey 247 » KJ§ : OCP 2026 ° McKinsey (From
Compute Demand to Capacity Delivered) -
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6.1 Meta : HEfFE

Meta MREERZF A (Platform-A » Platform-B » 9K AR » AAI#EI%A GB200 5 Rubin) AR 2026 &F
4R ERE - ETEAMEME (scale—out) #HEE 23.6% EA4tM (scale—up) MBER 24.2% » B340 48% ; #f
TEAiCIBEE 22.5% (HBM RAIREHERERAETS 4.8 %) ; GPU AL EE 24% /1.4% ; thig - TR
Bl pre-run M ESIFEREIESETH 26% / 34% - 2026 EE BT RBHELLREETIE 75% (A) B 87%

(B) (Meta Bift > EIFEARREA 25% /13% ; A EBORIEEBR—RIAEEI > B ATFE > MEAEERR
EEE) -

Failure Class Platform-A Platform-B
@ Scale-out network [switches, NICs, optics) 23.6% 11.7%
) ) Generation Shift: network and
@ Scale-up fabric (switches, links, manager) 24.2% 9.2% scale-up fabric are 48% of
Platform-A interruptions;
7.4% 5% 3 Eidiy
i Helnoty {HEW, LEDDB. Shiak) . 2208 Platform-B is memory-limited at
@ GPU device & firmware 2.4° 1.4% 23%.
: : £ Memory: HBM uncorrectables run
@ Software, scheduling & tooling 12.5% 13.4% 4.8x higher on Platform-B and
@ Host/ CPU platform & 0S 10.8% 11.8 systemmemory ECC 4.2, SRAM
and control-processor signatures
@ Workload pre-run checks 8.69 155 are near parity.
B o S8 .50 Non-Hardware: 26% of Platform-A
etk nil i = and 34% of Platform-B
@ Application & illegal memory access 5.0% 5.5% interruptions are software, tooling
or pre-run checks.
k i S 1
@ Fabric & Network @ Memaory& Silicon @ Host, Power & Cooling @ Software, Workload & Ops
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Foxconn Automation Evolution, from GB to VR b,
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OCAMM Asseﬁjg lygli n’é‘b

L Automation Coverage NPI Lead Time

VIR 94%  3.5um

138%

FPY - Assembly FPY - Testing
Er_ —
Humaioid Pre

NVIDIA X Fom:ann.h” “M Tpn -
& 97% 80% Fmvuie

16% 141%

6 Hon Hai Precision Industry Co., Lid. All rights reserved.

6-2 : T GB ¥ VR MHEENMLIEIE - BELES 94% (¥ 56%) NPIBIE 3.5 R (& 4.5 @A) - HE FPY 97% (¥
91%) ~ Bl FPY 80% (¥ 39%) @ AEAREMRBESBAESR - RBEEM - EFAKESR < KR : OCP 2026 » %Ki8I5{E (From Chips
to Compute: Delivering Al Infra at GW Speed) -

18 compute trays + 9 NVLink switch trays - 72 GPUs in one NVLink domain - power shelves and CDU under load

e v NVIDIA Compute Tray
Diagnostic Test

= v NVIDIA Switch Tray

- Diagnostic Test

= = . el ek 0 WG o S RN
= = ‘- \/ NVI DIA Cable Cartndge o GPU stress, NVIDIA Diagnostic Test and FIO with live thermal and power tracking

welf and BMC sat to the approved matrix,

NVIDIA Field Diagnostics
wilch tray

ys: full 72-GPU MVLink connectivity

All 18 compute and 9 swi

Diagnostic Test

v NCCL Node and Rack
Level Stress Test

v" GPU Burn Test

v FIO Test

Power
Repeated DC powe

yireturn temperature, leak, humidity, dew point

L
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BEift VR 94% (GB 56%) ;L10 GB300 % 50% Mt ; VR BE 90%+ —
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B= VR 484t FPY 97% ~ Bl GB300 L10 #iBFR 75% ~ L11 90%+ ; L1 E6I3RE 18 SfcEA
FPY 80% (GB % 91% - VR B1& 95% (B1Z) 100% » 48R 4 /) 3 9 (%
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NVIDIA Ei SemiAnalysis ZER—BHAEARIRENHF » [RESENEEEETEMAERRE -

mEi e &%
NVIDIA Bift (EEEEE - £ MW token &t 2x/ 10x / &5 Vera Rubin NVL72 ¥} GB300 NVL72 ; BEE &t
Tokenomics) 30x ; EFE token FAERIE 45x (TPS/user) #&)) ; EXBLEI R EERI KRR EERABSY 5 AR
R 45x BHGERAEER
SemiAnalysis T8& (88=7) 75 tok/s/user 1.45x ; 100 % DeepSeek V4 Pro 1.6T ~ agentic &8 ; ¥ TR{E
2.09x ; 125 & 4.29x ; 150 % GB300 5|%, ; Rubin ATEE1TENES - ERAJAENE ;

7.19x ; 170 %4 5.56x ; 200 A& 2.72x  #&EE{EEZZINFE VR200 3.3 kW ~ GB300 2.12 kW

AGENTX

Rubin Delivers Up to 7.2x Tokens per MW

DeepSeek V4 Pro previ

: 2.1 at 100 tok/s/user and 7.2x at 150, versus the best GB300 engine

Large-scale DI Kv-cache Ky-aware Fused CUDA
Serving Matching Expert Parallel KV-caching Offioading Routing Kernels

2 7
semi
7z
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CSacT )
POD-Level Efficiency: Optimized for Every Al Workload

Purpose-built architectures to deliver higher performance and efficiency across diverse Al workloads.

gronnn————s

% Right Workload ) j‘e’ [ 2. Right Architecture | /

2 Optimize
< performance |

o rOD-Level Al workload
Efficiency compute architecture

/

o

Agentic Al & Context & High-throughput High-speed Al

Iggl Compute Reinforcement Learning 1 Memory . inference .::ll?lrlf
BE i E

* Highest Al compute * High-performance el - High-capacity : * Low-latency » Scalable rack-to-rack
density CPUs E E memaory = . inference connectivity

*  Multi-GPU at scale * Optimized for E E * Optimized for long * High throughput * High bandwidth, low

* Optimized for agentic Al and RL £ context = Optimized for real- latency
training and = Scalable and flexible = Efficient data access time and large-scale = Optimized for Al
advanced reasoning architecture and retrieval SErVing clusters
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AMD ZFRE&FE (Building the Next Era of Al Infrastructure) ; AMD / HPE (Building Al Rack System with Open
Standards) ; AMD (Inside AMD Helios: Engineering Al at Rack Scale) (®K=%) ; nVent (RDHX cooling for
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