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INTRODUCTION

Who is SemiAnalysis?

Independent semiconductor and Al research, 80+ conferences a year, bottoms-up models

* SemiAnalysis is the best-of-breed Semiconductor and Al Research boutique. Our coverage spans the entire Al Infrastructure

supply chain, from semiconductor fabrication essentials to cutting-edge Al Models, software, and infrastructure for them.

Product-first Approach

* Analysts have extensive experience following and working in the Semiconductor and Al industry, allowing us to delve into

technical complexities. We attend 80+ conferences annually and interact with industry professionals to understand
technological details and the merits of products and services.

e Connecting the Dots
* No other independent research house spends most of its time in the field, seeking out and connecting publicly available data

points and applying deep technical expertise to build bottoms-up models that drive actionable conclusions and insights.
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INTRODUCTION

What We Build

Fourteen institutional models, two open benchmarks, one rating system, one free price index

BENCHMARKS RATINGS DATA

Tokenomics InferenceX ClusterMAX 3.0, September 2026 GPU Spot-Contract Composite

Indexes, hourly
Datacenter - Industrials, Energy, China

Datacenter AgentX 323 providers tracked

H100 1-year contract index, free
QIOSdUeFIJpIy - Accelerator & HBM, Memory EndpointX (first edition coming) T e s since April 2026
Al Cloud TCO SandboX (upcoming) 19 Medallions H100 composite on Bloomberg, ticker

SAHI00SC
Al Networking

All other GPUs available to clients
Wafter Fab Equipment
Core Research
Foundry
Compute Capital and Markets (launching)
Chip Book

Space DC TCO Model

VR NVL72 Model
y 4

S|
Source: semianalysis.com, inferencex.semianalysis.com, clustermax.ai, gpu-index.semianalysis.com, 30 Sep se In I
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SEMIANALYSIS TEARDOWNS LAB
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Intel Core Ultra 7 365 (Panther Lake). Source: SemiAnalysis
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Sheet Cut

Sheets end-on; gate wraps every
channel

Intel 183 nm field
Samsung 157 nm field

Gate Cut

Gates alternate with source/drain
epi and contacts

Intel 157 nm field
Samsung 122 nm field

Intel 18A Panther Lake

PTL die

ALHf 11 W Mo,

P-core (CPU) logic

Hf T¥ W Co T}

P-core (CPU) logic

20 nm

Samsung SF2 Logic

C1U / NPU legic

Al Hf TIW Eo &

20 nm

R
o
-
-

C1U (CPU) logic

NPU logic

Top: sheet cuts, Intel P-core logic and the Samsung logic field labelled CU. Bottom: gate
cuts, Intel P-core logic and Samsung NPU logic. Cut directions are matched; cell

functions and drive targets differ. Scale bars per panel. Source: SemiAnalysis
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INFERENCEX

One Open Benchmark, Every Accelerator

NVIDIA, AMD, Google TPU and OpenAl silicon, rerun on public GitHub Actions

Kimi K3 2.8T (G0

ADENTX

View results =

AGENTX / LIVE RESULTS A DeepSeek V4.1 Flash 552B (@D
Eﬂﬂtx ;'3 5 AGEMTX
erel!

View results =

Compare Realistic Agentic T
Inference Perf

Long Context Multi Turn Inference Performance. Compare Across Google . MiniMax M3 428B
TPUv7 Ironwood, OpenAl Jalapefio, MI355X, GB300 NVL72, GB200 NVL72,

B200, H200, H100, RTX Pro, and soon TPUv8i, SambaNova SN50, Rubin Qwen 3.5 397B-A17B
NVL72, MI455X UALoE72 AGENTX

View results =

View results =

TPU Results

. @ AMDﬂ {;a b -. = QWEMN 3.5 - BKS1K - FPB - 5TP e

Rubin Result
Token Revenue Calculator = Dashboard - .{g H“t ._..I::ﬁ.: 51 R View results =

@ OpenAl Jalapeiio View results
W EWY = 5 =

DEEPSEEK R1 - EBK/1K - FP4

accelerator SKUs AgentX models serving stacks GitHub stars
Data: inferencex.semianalysis.com homepage and About page, captured Oct 6, 2026; every data point links to its public GitHub Actions run I
Source: Inference X, About I
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https://inferencex.semianalysis.com/
https://inferencex.semianalysis.com/about

INFERENCEX

Backed by the Inference Ecosystem

Model labs, hyperscalers, neoclouds and serving frameworks, plus Lisa Su and Jensen Huang

InferenceX™ Initiative Supporters

InferenceX™ initiative is supported by many major buyers of compute and prominent members of the ML community including those from

MiniMax, Moonshot Kimi, Alibaba Qwen, OpenAl, Microsoft, vLLM, PyTorch Foundation, Oracle and more.

Anyscale J]J!ﬂjl \/ a @ Meta

together.al B e O CY/ VEBIUS “. TENSORWAVE

Stanford 5 [A\]Lambda UCSanDiego ) RedHat  THEWHITEHOUSE €= sambanova @THERT

{-:'.:E C r U Sl_':] E _ .I .: EL_-I: ; };..1 I-I.- |..| \‘ *"I.._-;.'-'-" PRIME: frpelect ﬁ r m u S B’ .‘ _1':'1 Ij_ FEI_]}Ei‘;l,r{'_': ML

>4 \Ve rd a B3 vOLTAGE PARK 1 periedi . v Derkeley {;J G Wil em bedded Ht tensormesh

p £

Data: InferenceX supporters page (logos and named quotes), captured Oct 6, 2026

seml

Source: InferenceX supporters ,
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https://inferencex.semianalysis.com/quotes

AGENTX

Agentic Coding at OpenAl

Codex accounts for 64% of OpenAl enterprise output tokens in the June 2026 snapshot

Enterprise token usage by ChatGPT and Agentic

ChatGPT Agentic (Codex)

Turn 1 Turn 2 Turn 3

|
1 [
| !

Codex app ChatGPT
for Windows 36%
+ GPT-5.4 :

= 1  mocde ) =TT
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Data: coding agents alternate model turns and tool calls. Green blocks reuse context from earlier
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Data: share of OpenAl enterprise output tokens, ChatGPT vs agentic (Codex), 28-day trailing average, Aug 2025 to Jun 2026

N/
Semi

Source: SemiAnalysis, AgentX / InferenceX v3
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https://newsletter.semianalysis.com/p/agentx-inferencexv3-does-cuda-moat

AGENTX

AgentX Replays Real Coding Sessions

393 anonymized Claude Code sessions, selected from a corpus of 8,300 sessions

Flamegraph

One bar per turn, scaled to the largest turn. Subagent groups are collapsed by default — click a group to expand it. Each bar splits input into cached prefix and uncached suffix, plus generated output.
Timestamps are elapsed from conversation start; subagent headers show their full active range. A colored bracket on the left groups requests in the same main-agent or subagent scope whose original
execution intervals overlapped (ran in parallel).

@ Cached prefix @ Uncached input @ Output C Bracketed rows ran in parallel Expand all Collapse all

Turn 1 +00:00-00:06
Turn 2 +00:07-00:16
Turn 3 +00:17-00:20
Turn 4 +00:21-00:24
Turn 5 +00:25-00:32
Turn 6 +00:33-00:41
Turn 7 +00:42-01:32
Turn 8 +01:33-02:12
Subagent +01:53-06:18
Subagent +02:03-08:05
Subagent +02:12-04:25

Turn 9 +08:07-08:10

p50/p?20/p99 input tokens sessions in AgentX v1.0 sessions use subagents max context

Data: AgentX flamegraph of one session (turns, subagents, cached vs uncached input); ISL percentiles from DeepSeek V4 Pro 0813 runs; corpus 8.3K sessions, 3.4M requests, $3M+ spend (Aug 2026) I
)

Source: SemiAnalysis, AgentX / InferenceX v3- Hugging Face dataset I
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https://newsletter.semianalysis.com/p/agentx-inferencexv3-does-cuda-moat
https://huggingface.co/datasets/semianalysisai/cc-traces-weka-062126

AGENTX

NVIDIA Leads Selected AgentX Results

August 2026 results. The advantage depends on the model, engine and latency target

NVIDIA vs AMD on SGLang,
Qwen3.5 at 90 tok/s/user

NVIDIA cost efficiency on
SGLang, GLM 5.3 at 150 tok/s/user

output throughput from vLLM
CPU KV offload

+ GB300 NVL72 Dynamo leads tokens per
$ on DeepSeek V4 Pro

Source: SemiAnalysis, AgentX / InferenceX v3; Forbes
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TCO $/chip/hr:

240M

220M

200M

180M

160M
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40M

20M

0

B300: 2.26
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Total Tokens per $1 USD (Owning - Hyperscaler) vs. P90 Interactivity
DeepSeek V4 Pro 16T « FP4, FP8 « Agentic * Source: SemiAnalysis InferenceX™ « Updated: 08/21/2026

GB200: 1.86 GB300: 2.31 MI300OX: 0.95
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MI355X: 1.5 RTX6000PRO: 0.68

Search...

@® GB300 NVL72 (Dynamo TRTLLM)
@® GB200 NVL72 (Dynamo vLLM)
@ B300 (vLLM)
B200 (vLLM)
» MI355X (MoRI SGLang)
H200 (Dynamo SGLang)

Reset filter

() Best per SKU . Log Scale
@ optimaiony © @  Labels

‘ High Contrast () Parallelism Labels

. Gradient Labels () Line Labels

> Advanced
@ FP4 @ FP8
:::j: KV offload ON
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Data: DeepSeek V4 Pro 1.6T - FP4/FP8 - AgentX - total tokens per $1 TCO (owning, hyperscaler) vs P90 interactivity - InferenceX, updated Aug 21, 2026
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https://newsletter.semianalysis.com/p/agentx-inferencexv3-does-cuda-moat
https://www.forbes.com/sites/janakirammsv/2026/08/24/nvidia-amd-ai-agent-benchmark/

AGENTX

AMD + TileRT Reaches ~470 Tokens/s/User

GLMS5.2 / GLM5.3 744B AgentX. P90 interactivity. September 24, 2026 benchmark view

4 GLM5.2/GLM5.3 744B Agentic Total Tokens per $1 TCO vs. P9O Interactivity

Cost Tier: Owning at Large Hyperscaler Volume Updated: 2026-09-24  Source: SemiAnalysis InferenceX™

TCO $/chip/hr: B300:2.26  GB300:2.31  MI355X: 1.5

peak P90
interactivity on MI355X FP8

40M
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P90 Interactivity (tok/s/user)

inferencex.semianalysis.com/inference/gim-5-3

Actual benchmark graph - owning at hyperscale TCO g
B300 $2.26 / GB300 $2.31/ MI355X $1.50 per chip-hour selnl

Source: SemiAnalysis InferenceX : September 24 view, captured October 7, 2026 y 4
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https://inferencex.semianalysis.com/inference/glm-5-3

AGENTX

Rubin Delivers Up to 7.2x Tokens per MW

DeepSeek V4 Pro preview: 2.1x at 100 tok/s/user and 7.2x at 150, versus the best GB300 engine

" DeepSeek V4 Pro 0813 1.6T Agentic Token Throughput per All in Utility MW vs. P90 Interactivity
Updated: 2026-09-10  Source: SemiAnalysis InferenceX™

All in Power/Chip: VR200: 3.3kW  GB300: 212kW  MI355X: 2.09kW SemiAnalysis - InferenceX

Nvidia Rubin and GB300 at matched interactivity

Total throughput in million tok/s per all-in utility MW
DeepSeek V4 Pro 0813 1.6T - Agentic - FP4

./ :
Source: SemiAnalysis Datacenter Industry Model / ClnquSIS
70M @® Vera Rubin NVL72 (TRTLLM)
@ GB300 NVL72 (Dynamo SGLang)
65M ‘l::" InferenceX icial Previev esults may change as validation and publication continue GB300 NVL72 (Dynamo TRTLLM)
® MI355X (SGLang)

Rubin / best GB300
Throughput ratio

P90 interactivity

Sl /el e Dynamo SGLang Dynamo TRTLLM TRTLLM

GB300 NVL72 GB300 NVL72 Vera Rubin NVL72
million tok/s/MW million tok/s/MW million tok/s/MW

715 37.94 4414 64.00 1.45x

100 28.47 21515 59.38 2.09x
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170 3.92 0.35 21.78 5.56x

200 2.73 N/A 7.43 2.72x

§10) 5.14 1.01 36.98 7.19x

120 140 160 180

P90 Interactivity (tok/s/user)

Data: same run, throughput in M tok/s per MW at matched P90 interactivity - Rubin on pre-release software

Data: DeepSeek V4 Pro 0813 1.6 T AgentX - tok/s per all-in utility MW vs P90 interactivity - modeled all-in
power/chip VR200 3.3 kW, GB300 2.12 kW, MI355X 2.09 kW - updated Sep 10, 2026, preview

R/
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Source: SemiAnalysis, Vera Rubin NVL72 Agentic Inference I
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https://newsletter.semianalysis.com/p/vera-rubin-nvl72-agentic-inference

INFERENCEX

TPU, NVIDIA and AMD on One Chart

Qwen3.5 397B, FP8, 8K/1K. Internal TCO versus end-to-end latency

. g | Qwen3.5 3978 8K / 1K Total Tokens per $1 TCO vs. End-to-end Latency
per TPU Ch I p hour’ Us' ng Goog Ie s Cost Tier: Owning at Large Hyperscaler Volume v () Updated: 2026-09-25 Source: SemiAnalysis InferenceX™
[ ]
In‘|'el'nCI| TCO TCO $/chip/hr: HI0O: 117 H200: 122 B200: 173 B300: 2.26 GB200: 1.86 GB300: 2.31 MI300X: 0.95 MI325X: 11 MI355X: 15

RTX6000PRO: 068 TPUVZ: 1.03

9 Bzoo qnd GBZOO 35M Reset filter  Quick Filters (1)
d ifere.—.ce.-: Official Preview: Results may change as validation and publication continue. ® GB200 NVL72 (Dynamo SGLang)
Iea TP UV7 i ! : ® B300 (SGLang)

‘ ® B200 (SGLang)
@ MI355X (SGLang)
SO = H200 (SGLang)
’ TPUv7 leads the S MI325X (SGLang)
e H100 (SGLang)
’ MI300X (SGLang)
@® TPU7x (vLLM)

displayed curves

- Same FP8 model and 8K/1K workload.

Serving recipes differ by chip @ ovtiraioniy
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Data: Qwen3.5 397B - 8K/1K - FP8 - STP- total tokens per $1 TCO (internal TCO, large hyperscaler volume) vs E2E latency - dashboard upda’red;p 25,

2026 - TPUv/ isa preview 3
seimi

Source: Inference X dashboard; TPU InferenceX article I
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https://inferencex.semianalysis.com/inference/qwen-3-5?i_seq=8k%2F1k&i_prec=fp8&i_spec=stp&i_xmode=e2e
https://inferencex.semianalysis.com/blog/tpu-inferencex-full-steam

INFERENCEX

TPU Preview Scope and Next Steps

FP8 results today. Disaggregation, MTP and AgentX remain follow-up work

The chart compares

FP8 across accelerators. Blackwell FP4 TPUv7 Ironwood, official preview
results answer a different deployment Qwen3.5 3978 FP8 - 8K/1K- STP
question vLLM on TorchTPU

$0.181 per M total tokens vs $0.222 B200 and $0.276 B300
TPUv/ uses aggregated

serving and STP. Disaggregated
prefill/decode, MTP and AgentX remain

future comparisons
TPUvV8Ii: native FP4, compared FP4 vs FP4

TorchTPU supports Disaggregated prefill/decode
native Py Torch with Pallas kernels. This MTP
TPU preview uses vLLM AgentX on TPUvV7

Data: external TPU TCO at 100 tok/s/user, Qwen3.5 FP8, 8K/1K, STP. Source article: Sep 7, 2026

N/
seémi

Source: TPU InferenceX article (Sep 7, 2026); Inferact TPU partnership post I
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https://newsletter.semianalysis.com/p/tpu-inferencex-full-steam
https://inferact.ai/news/google-tpu-partnership

INFERENCEX

What's Next on InferenceX

Coming next on the same methodology: Rubin NVL72, MI455X, TPUv8i, SNSO and Amazon Trainium3

From preview to Rack-scale AMD Native FP4; FP4 vs Listed "coming soon” Planned benchmark
official results FP4 comparisons, and on the InferenceX coverage.
AgentX on TPUV7 first dashboard Performance results
pending

Same open methodology for every new chip: public recipes, public Cl, same TCO basis

Data: roadmap in the Oct 6 draft. Trainium3 is planned. No Trainium3 benchmark result is shown

N/
seémi

Source: InferenceX - github.com/SemiAnalysisAl/InferenceX I
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https://inferencex.semianalysis.com/
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